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Academic quantum computing platforms often face unique challenges in executing quantum
workloads due to fragmented software environments and limited engineering support. Unlike
commercial ecosystems, academic devices typically evolve without full-stack integration in mind,
making it difficult to run complex applications—such as variational quantum algorithms (VQA)—
reliably and efficiently. Issues such as incompatible software layers and lack of automated job
management significantly increase the overhead of theory-experiment collaboration. To address
these challenges, we develop amodular, end-to-end workflow that decouples application-layer code
from low-level hardware control, automates circuit submission and result collection, and supports
fine-grained circuit-level job scheduling and recovery. The architecture employs a dual-end
application programming interface (API) design, enabling robust operation across unstable or
resource-constrained hardware backends. For practical use, the framework is lightweight and user-
friendly, allowing rapid prototyping of full-stack workflows using basic Python tools. We validate this
workflow on a high-fidelity trapped-ion quantum computer by demonstrating a variational quantum
eigensolver (VQE) experiment with a classically bootstrapped ansatz initialization technique. The
system successfully executed over 60,000 circuits across multiple molecular test cases with minimal
human intervention, highlighting the framework’s effectiveness in enabling reproducible, resilient
quantum experimentation in academic settings.

Quantum computing is anticipated to address numerous classically
intractable problems using proven efficient algorithms, such as Shor’s fac-
toring algorithm1 and Grover’s search algorithm2. However, the successful
execution of these algorithms necessitates a fault-tolerant quantum com-
puter, which the community generally believes is still many years away3.
Consequently, significant attention has been directed towards algorithms
capable of performing practically useful quantum applications in the pre-
fault-tolerant era4. Among the most promising of these is the variational
quantum algorithm (VQA), a hybrid classical-quantum heuristic that
operates on noisy gate-based quantum computers 5–7. VQA is often used

interchangeably with the variational quantum eigensolver (VQE) when the
goal is to find the ground state energy (the lowest energy) of a given
Hamiltonian, a problem central to quantum chemistry and condensed
matter physics. Since the inception of this algorithm, substantial efforts have
beenmade to enhance the execution capability ofVQAs onnear-termnoisy
quantum devices. This includesmethods to reducemeasurement overhead,
including optimal schemes for measurement grouping8–15, reduction by
grouping into anticommuting sets16,17, and by shadow tomography
techniques18–22. Another area of improvement of VQE is methods to
improve the ansatz23–25 and tomitigate errors26–40. For recent reviews see refs.
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41–43. The technical details of VQA and its classically-boosted version will
be further explained in “Methods”.

Testingquantumalgorithmsonanactual quantumcomputer is crucial,
as it provides realistic validation of algorithmic performance under practical
hardware constraints. Beyond advances in algorithm design and hardware
development, the successful execution ofVQAonphysical quantumdevices
requires robust full-stack support that bridges the application and hardware
layers. Building an end-to-end workflow to support complex algorithms
such as VQA is particularly challenging in academic settings, where teams
often face limited human resources and time constraints.

Often, academic quantum computer hardware labs prioritize the
development of hardware functionality instead of being part of a full-stack
ecosystem. As a result, this usually comes with significant human overhead
when a full-stack collaboration is required.

At a high level, a quantum computer takes in a quantum circuit and
returns a probability histogram from repeated measurements. But in
practice, running algorithms like the variational quantum eigensolver
(VQE) involves far more than submitting a single circuit. Each VQE
iteration generates multiple parameterized circuits on a classical computer,
runs themon quantumhardware, processes the output classically, and feeds
the results back to update the next round of circuits. This loop continues
until convergence and must be coordinated across software and hardware
layers. In thiswork,we refer to the circuit generation and application logic as
the high-level or client side, and the hardware control environment as the
low-level or host side. Some frameworks adopt a more detailed view of the
quantumstack, but for our purposes, wefind it sufficient to think in terms of
three layers: application ↔ API ↔ hardware. The API layer is where the
circuit requests are transformed into hardware-executable jobs, and the
results returned back to the application. This intermediate layer is critical,
especially for hybrid algorithms likeVQE that require interactive execution.
Commercial platforms such as IBM’s Qiskit Runtime44 provide a tightly
integrated API layer, where users can submit parameterized circuits,
manage jobs, and access results through a unified, cloud-based interface.
These systems are supported by dedicated software teams and offer features
like resource management, queuing, and error handling. However, these
industrial solutions are designed for users of stable, black-box hardware.
They are functionally inaccessible to academic builders who need to inject
low-level control signals into hardware control loops (e.g., ARTIQ) that
commercial APIs do not expose. Academic settings, however, often lack this
level of integration. Hardware systems are typically developed indepen-
dently of the application layer, and full-stack support is rarely a priority.
Some open-source efforts have tried to fill this gap—for example,
QisDAX45,46, which connects Qiskit with the ARTIQ control system47 used
inmany trapped-ion labs. But these tools oftenassume a clean environment,
and in practice, dependency issues can prevent them from running out of
the box. Without dedicated software support, it is often too costly and
impractical to keep everything up to date.

As a result, even when application code is ready, there may be no clear
way to connect it to the hardware. Running VQE can become an extended
process involving ad hoc workarounds andmanual circuit submission. This
slows down collaboration and increases the burden on both theory and
experimental teams. In complex algorithms like VQE, which require thou-
sands of circuit evaluations and may run over several days, this becomes a
serious bottleneck. In light of these challenges, there is a clear need for a
flexible and lightweightworkflow that can bridge application-level codewith
legacy or customizedhardware environments common in academic settings.

We now detail several practical challenges encountered in imple-
menting the VQE workflow on our trapped-ion quantum computer
(TIQC), particularly during our demonstration of classically-bootstrapped
VQE. These issues are not unique to our platform but are representative of
common obstacles faced in academic quantum computing environments.

One of the most significant barriers to full-stack integration in aca-
demic settings is the incompatibility between circuit-level and hardware-
level software stacks. These mismatches prevent seamless execution of
applications across the full workflow. In the early stages of the TIQC’s

development, the systemoperatedwithin a unified, up-to-date environment
that could accept quantum circuits directly from the theory team.However,
as thehardwarematured andcustompatches accumulated, the control stack
—built usingARTIQ-5 andmanaged through a dedicatedNix environment
—began to diverge significantly from modern application-layer software
ecosystems. Tomaintain a stable development platform, the hardware team
prioritized backward compatibility and stability, resulting in the continued
use of legacy packages such as Qiskit Terra 0.16.1 (released in 2020). Over
time, the cost and risk of updating these dependencies—given in-house
modifications and fragile integration points—have made upgrading
impractical without substantial engineering effort. As a result, circuit-level
tools and hardware-level environments have become functionally isolated.

Efficient circuit execution depends not only on the hardware but also
on the way jobs are scheduled and queued. In our system, the ARTIQ
runtime optimizes job execution by preloading the next circuit while the
current one is running, minimizing idle time. To leverage this feature, the
API must be designed with hardware-aware job submission in mind. A
controlled queuing mechanism on the client side is necessary to maintain
optimal throughput andprevent job stack overflows, especially during high-
volume runs typical of VQE workloads.

Furthermore, long-running VQE experiments are vulnerable to
hardware interruptions,whichmaygoundetected and result in corruptedor
unusable outputs.While rerunning a handful of circuitsmanually is feasible
in small-scale tests, this approach becomes unsustainable during multi-day
experiments involving thousands of circuits, where each step builds on the
last. Without automatic error detection and recovery, a single hardware
glitch can compromise the entire optimization. Academic systems under
active development are particularly susceptible to such failures, making it
essential for the workflow to include mechanisms for validating output
quality and triggering reruns when necessary.

Finally, VQE often requires executing multiple circuits per iteration,
such as when evaluating expectation values in differentmeasurement bases.
A naive queuing strategy that regenerates and recompiles entire batches in
response to a single failure incurs significant overhead, especially in systems
that must recompile pulse sequences onto FPGAs.

Instead, a fine-grained job management system is needed—one that
queues,monitors, and reruns circuits individually. This reduces redundancy,
saves compilation time, and ensures faster recovery from partial failures.

These challenges—software fragmentation, lack of fault detection,
inefficient job scheduling—are common in academic labs where teams are
small, and infrastructure support is limited. Unlike industrial efforts, aca-
demic platforms often evolve in an ad hoc manner without dedicated
engineering resources. Any effective solutionmust address these constraints
with minimal human overhead, compatibility with legacy systems, and
resilience to hardware instability.

This work introduces a robust hardware-software integration frame-
work designed to address the unique challenges of quantum experiment
workflow in academic settings. A workflow solution with an academic lab,
hosted trapped-ion quantum as an example, is presented in Results. As a
demonstration, we implement a classically-bootstrapped VQE for LiH and
BeH2 on a trapped-ion quantum computer. The methodology is described
in Methods.

Our main contributions are threefold. First, we develop a modular,
dual-end application programming interface (API) workflow that decouples
application logic from hardware control, enabling automated and resilient
executionof variational quantumalgorithms.Theworkflow is demonstrated
on a trapped-ion quantum computer developed and maintained in an
academic laboratory setting. Second, we provide experimental validation of
theworkflow. Leveraging classical computing power for ansatz initialization,
our framework executes full-scale VQE workloads with minimal manual
intervention, despite hardware instability. The design is platform-agnostic
and can be extended to other quantum backends and toolchains. Finally, we
present a classically-bootstrappedVQEdemonstration.Usingourworkflow,
we show that a Clifford-based classical initialization technique called
CAFQA48 yields faster VQA convergence and improved energy estimates
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compared to amore standard initialization approach likeHartree-Fock. This
is thefirst experimental demonstrationof aCAFQA-bootstrappedVQEona
trapped-ion system and any academic quantum device.

Results
API key principles
Our goal is to design a pipeline thatminimizes the need formodifications on
both the existing hardware development environment (host) and the high-
level circuit layer (client). To support the executionofVQA,we introduce an
API workflow, tailored here for a specific trapped-ion quantum computer,
as shown in Fig. 1. In this framework, the client handles circuit generation
and submission, while the host is responsible for execution and result col-
lection. This logical separation ensures that high-level application logic is
decoupled from low-level hardware operations, enhancing portability, sta-
bility, and development speed. The system is intentionally built to require
only basicPythonknowledge, so that it canbe implemented andmaintained
by researchers without dedicated software engineering support. We now
describe key design principles and features.

First, the system prioritizes compatible data representation. Circuits
and other metadata are transferred from client to host using the most
compatible format. Circuits are serialized using the OpenQASM format49,
which allows interoperability across multiple frameworks (e.g., Qiskit, Cirq)
and legacyversions (e.g.,QiskitTerra0.16.1usedon thehost). Files are stored
in a human-readable form using YAML (Yet Another Markup Language),
which is lightweight and easy to parse across Python environments.

Second, to ensure modularity and robustness, the API adopts a dual-
end mechanism separating the client from the host. The client-end API is
embedded in the user’s codebase, generating circuits, metadata, and job
submissions, which are then written to a designated directory (DIR1).
Meanwhile, the host-end API runs as an independent background process
under the hardware stack, reading job data, executing circuits, and writing
results back to DIR3. This architecture also ensures that application-layer
code remains isolated from hardware-layer failures. Even in the event of a
hardware crash, the client end continues running without interruption—
experiencing only an extended waiting time until the detection of the last
finished joboutputfile. If a job repeatedly fails hardware-defined criteria, the
host-end API pauses and alerts the user, resuming execution only after the
error is resolved and restarted by the user manually. This design enables
both ends to evolve independently and simplifies debugging.

Finally, the API includes a customizable return mechanism to detect
and recover fromhardware failures. During extended runs, we encountered
occasional but critical errors such as loss of laser lock or memory overflows
in control electronics. These manifest as abnormal deviations in the mea-
sured probability histogram compared to theoretical expectations—well
beyond what would result from sampling noise.

While advanced feedback systems could mitigate such issues, devel-
oping and maintaining them is resource-intensive. In our experiments,
which used a small number of qubits, we compared histograms against
known exact distributions to detect outliers. When an abnormal result is
found, the host-end API automatically re-executes the job. Users may also

Fig. 1 | The workflow of the circuit interface API is designed to bridge the gap
between the stable legacy Nix environment of the trapped-ion quantum com-
puter and the diverse coding environments used by users. The API consists of two
parts: one part is imported into the user’s environment, and the other part is
launched independently in the Nix environment and runs in the background. The
arrow shows the flow of information and sequence of the procedures. This setup

allows the trapped-ion quantum computer to continue its development under a
stable environment while providing users with the flexibility to work in any coding
environment. The data exchange between the hardware layer and API layer is
facilitated using “.h5” files, a hierarchical data format (HDF) used byARTIQ to store
raw data. In the workflow, RID is a unique identifier for each ARTIQ experiment
run, and DIR represents directory for storing data.
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implement their owncriteria basedonhardware-specificdiagnostics or real-
time signal monitoring.

Implementation-specific features
In addition to the core features above, several implementation-specific tools
and enhancements were integrated to improve usability and performance
on the TIQC.

To reduce hardware idle time, the API maintains a rolling queue of
three jobs submitted to the ARTIQ dashboard: one is executing, one is
precompiled and ready, and one iswaiting in line. The limit was determined
through empirical characterization of the ARTIQ runtime, which revealed
that queue depths greater than three providedno additional throughput due
to sequential hardware lockson thekernel. This setup reflects practical usage
with theARTIQcontrol systemand yields a ~60% speedup over a single-job
stack, with no further gains beyond three jobs due to sequential execution.
The client-end does not need tomanage this process explicitly; the host-end
API handles job queue control.

Additionally, we also employ simplified client-host communication.
To bridge the two ends of the API in a platform-agnostic and user-friendly
way, we use a file-based communication protocol. Transferring data via the
file system avoids the need for real-timemessaging, authentication, or cloud
infrastructure. In our setup, a shared storage mechanism such as network-
attached storage (NAS) is used to synchronize directories between client and
host environments. The file-based architecture ensures long-term main-
tainability byutilizingplain textYAMLfiles and standardfile systempolling.
The system state can be inspected and manually corrected using standard
text editors, requiring no specialized software expertise. In addition, this
design prioritizes resiliencewithout sacrificing extensibility.Whileweutilize
file-system polling for its zero-maintenance resilience (see Communication
Architecture andResilience), theAPI architecture ismodular. Thefile-based

backend serves as a default driver that enables immediate adoption without
infrastructure overhead. However, for facilities where operational stability is
established and high-throughput performance is critical, the storage back-
end can be upgraded to database-driven implementations (e.g., SQL or
Redis) without altering the high-level workflow logic. In practice, the polling
overhead is negligible: file access latency and API communication occur on
the order of milliseconds to sub-seconds, while per-circuit quantum
execution typically requires seconds, depending on gate times (e.g.,
~100–150 μs for XX and ~60 μs for RX), and the total number of repetitions
(shots). Hardware recovery operations (e.g., ion reloads or calibrations) can
last minutes to tens of minutes. This disparity demonstrates that classical
workflow costs are almost invisible in total runtime. Even if gate times are
significantly shorter on other platforms, increasing the number of shots per
job often results in comparable wall-clock times. Hardware constraints
further bound daily job throughput, and simple structuring strategies (e.g.,
dated subdirectories) mitigate potential scaling issues.

To assist users with tracking experiment progress, we developed a
graphical jobmonitor for the host-end. It visualizes job queue states (such as
number of queue, running, finished, etc.) in real time and helps diagnose
issues quickly duringmulti-day experiments, see Fig. 2 for an example of the
job monitor.

The API is backend-agnostic and can be adapted to other control
systems. For non-ARTIQ platforms, only the hardware interface (e.g.,
“Compile OpenQASM to PulseSequence” and “submit to ARTIQ” steps
withmethods thatmatch the desiredbackend) needs to be replaced.We also
implemented a noisy simulator backend to test the job-return system before
running experiments on hardware.

The modular design supports integration with additional toolchains.
For example, the client-end can use TriQ50 to optimize qubit layout and
perform gate synthesis tailored to hardware constraints. On the host-end,

Fig. 2 | Example job monitor used to track jobs submitted to ARTIQ. This is the
primary interface for the operator to continuouslymonitor the status of job submissions.
In this example, the Monitoring Directory corresponds to DIR1 in Fig. 1. N
batch indicates the total numberof jobs (circuits) submitted toARTIQ, calculated as the
sumof jobsmarkedFinished,Running, andQueue.TomaintainARTIQefficiency,

as discussed in Results, the number of concurrently running jobs is limited to three.
Resubmission reflects the number of jobs automatically retried due to hardware
interruptions, such as regular lost-ion events or other abnormal failures detected by job-
return criteria. An alarm is triggered if the number of resubmissions exceeds a predefined
threshold. RID is the unique identifier assigned by ARTIQ when a job is submitted.
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partial compilation tools like DLPC (Device-Level Partial Compilation)51

can cache parameterized subroutines on the FPGA, significantly reducing
repeated compilation overhead. These tools only require small changes in
metadata processing and job packaging, demonstrating the API’s flexibility.

Communication architecture and resilience
The featuresdescribed inprevious subsectionscombine toenablea robust,file-
status-based execution workflow. To visualize the system’s resilience against
network instabilities, we present the detailed data flow topology in Fig. 3. The
architecture relies on twodistinct channels: (1)RemoteProcedureCalls (RPC)
for control commands via Python scripts provided by the hardware control
package, and (2)NetworkAttached Storage (NAS) for persistent data storage.
We address the impact of potential communication failures in two primary
scenarios, assuming persistent failures that result in timeouts.

In the first scenario, when the RPC failed at Link 3, the network link
between the Host and the ARTIQ controller drops during job submission,
the host-endwill eventually time out and issue awarning, as it can no longer
successfully submit jobs. This state halts the submission pipeline. Any jobs
already queued on the ARTIQ stack will complete execution and attempt to
store results in the NAS, but the controller will stop receiving new com-
mands.After thenetwork issue is resolved, theoperator restarts thehost-end
Python script. The script automatically updates the local job queue based on
thefile status on theNAS, ensuring that onlypending jobs are submitted and
no completed jobs are re-run.

In the second case, a NAS outage breaks all read/write links immedi-
ately. If a job is currently executing on the ARTIQ hardware, it will fail to
save its result file (a limitation of the lower-level hardware stack). However,
all previously saved job files remain safe on disk. Once connectivity is
restored, the operator restarts the host-end and ARTIQ systems to resume
the experiment. In this scenario, only the single circuit that was executing
during the disconnection event is lost and requires re-execution. On the
client-end (Link 7), the system is configured to persist indefinitely; rather
than timing out, it enters a wait loop during NAS disconnections and
automatically resumes querying once the connection is re-established.

This robust failure handling significantly streamlines hardware debug-
ging. Ina typical daily routine, operators can interveneat any time—manually
terminating the host and hardware processes for debugging or recalibration
—without fear of data corruption. Upon restart, the system automatically
reconstructs the experiment state from the file system, resuming execution
immediately without rerunning already finished and saved jobs.

Experiment results
Tovalidate the functionality andpracticality of ourworkflow,weperformed
a VQA experiment on the TIQC platform.

To quantify the cost-benefit ratio of the bootstrapped workflow, we
measured the classical preprocessing overhead on a standard workstation

(Intel Core i7, 12 cores). Using conservative settings (1000 iterations for LiH
and 3000 for BeH2) and averaging over 10 runs for each molecule, the
preprocessing required 922 ± 8 s (approximately 15min) for LiH and
4146 ± 15 s (approximately 1.15 h) for BeH2. These durations represent
conservative upper bounds, as theoretical benchmarks indicate convergence
is possible in significantly fewer iterations (e.g., 276 iterations for LiH48).
Regardless, this classical overhead is negligible (<0.5%) compared to the
multi-day quantum execution time. Furthermore, this preprocessing can be
executed well in advance of the experiment or offloaded to high-
performance computing clusters, as the output consists solely of a list of
optimized angles that are integer multiples of π/2. The method also yielded
significant classical improvements. For LiH, CAFQA improved the initial
energy estimate by 0.08 Hartree over the Hartree-Fock baseline, effectively
recovering 53.3% of the correlation energy before the first quantum circuit
was executed. Similarly, forBeH2, themethod improved the initial energy by
0.10 Hartree, recovering 71.4% of the correlation energy. This warm start
placed the optimizer in a favorable region of the energy landscape, resulting
in consistently lower final energies compared to standard initialization.

The results for LiH are depicted in Fig. 4. The horizontal axis
represents the energy values obtained from each VQE energy evalua-
tion. Notably, each VQE iteration involves two energy evaluations. The

Fig. 3 | Schematic of the communication archi-
tecture and data flow. The system is divided into an
active processing layer (top) and a passive persis-
tence layer (bottom, NAS). Solid arrows indicate file
I/O operations which define the workflow state; the
dotted arrow indicates Remote Procedure Calls
(RPC) for hardware control. The host-end updates
the queue entirely based on the file-based status in
DIR1 (for all input jobs), DIR2 (for newly saved raw
data), and DIR3 (for successfully saved output after
job-return criteria).

Fig. 4 | The plot illustrates the VQE optimization process of LiH (3.8 Å) energy
starting fromCAFQA (blue line) or HF (orange line) initialization on a trapped-
ion quantum computer. “CAFQAinit” and “HF init”denote the initial energies from
CAFQA and HF, respectively. “VQE_exact” represents the optimal VQE energy
computed using a noiseless simulatorwith a sufficient number of iterations. For details
on computing the final energies of CAFQA and HF, please refer to the main content.
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initial 50 evaluations consist of alternately computing Eð~θþÞ and Eð~θ�Þ,
which are energies perturbed randomly around the starting point to
estimate the learning rate. The computed gradient, along with the
learning rate, facilitates the parameter updates for subsequent itera-
tions. The SPSA algorithm then continues to iterate from the 51st
evaluation onward. The VQE energy plot in Fig. 4 conveys two key
findings: (1) CAFQA initialization converges faster than HF initi-
alization; and (2) CAFQA initialization results in a lower final energy,
indicating it recovers more correlation energy.

The parameter optimization progress is illustrated in Fig. 5. The plot
shows that the parameters initialized with CAFQA (Fig. 5b) stabilize faster
compared to those initialized with HF (Fig. 5a). The SPSA algorithm
eventually terminates at the budget limit. The final parameters ~θfinal are

computed by averaging the last 60 points,

~θfinal ¼
1
60

Xs

j¼s�29

ð~θþj þ~θ
�
j Þ; ð1Þ

where s denotes the final step of the budget. These final parameters are
indicated as dots at the end of the budget limit in Fig. 5. Subsequently, these
parameters are used to compute the “CAFQA final” and “HF final” energies
using a noiseless simulator, shown as triangles in Fig. 4, to determine which
initialization yields a lower final energy at the budget limit.

Similarly, the results for BeH2 are presented in Fig. 6 for energy con-
vergence and Fig. 7 for parameter convergence. While the differences
betweenHFandCAFQAare less significant in this example, the conclusions
drawn from the LiH experiment are still applicable.

API performance
The VQA experiments on the TIQC would not have been feasible without
the support of an automated API, given the limited staff available. For the
LiH and BeH2 systems, the experiment required running approximately
42,500 and 19,500 unique quantum circuits, respectively, over the course of
two weeks. These circuits were executed intermittently, with occasional
unexpected hardware interruptions and necessary maintenance. Approxi-
mately 80%of the total runtimewasdevoted to quantumexecution,with the
remaining 20% consumed by ion reloads and system calibrations. Other
overheads (e.g., queuing and polling) were negligible in comparison. The
API, illustrated in Fig. 1, automated the entire pipeline, allowing circuits to
be executed overnight and across multiple days with minimal human
supervision. This made it possible for a single operator to manage the full-
stack workflow throughout the experiment.

In addition to reducing the need for manual oversight, the API sub-
stantially improved execution efficiency. The controlled queuing system
maintained a steady flow of jobs to the ARTIQ backend, minimizing idle
time and improving overall runtime by approximately 60%. A circuit-level
job tracking system ensured that only failed jobs were re-executed, elim-
inating redundant submissions and compilation overhead during hardware
interruptions.

During the two-week experiment, the workflow successfully managed
two distinct categories of failures typical of the noise and imperfections
inherent in NISQ-era hardware. First, we observed hardware instability,

Fig. 5 | The plot displays the angle (the parameter in ansatz) updates for LiH.
a Parameters starting with all 0 values represent the VQE with Hartree-Fock initi-
alization. b Parameters starting with different multiples of π/2 represent the VQE

with CAFQA initialization. The dots with the same color at the end of each initi-
alization indicate the parameters averaged over the last 60 points.

Fig. 6 | The plot illustrates the VQE optimization process of BeH2 (2.8Å) energy
starting fromCAFQA (blue line) or HF (orange line) initialization on a trapped-
ion quantum computer. “CAFQA init” and “HF init” denote the initial energies
from CAFQA and HF, respectively. “VQE_exact” represents the optimal VQE
energy computed using a noiseless simulator with a sufficient number of iterations.
For details on computing the final energies of CAFQA and HF, please refer to the
main content.
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such as periodic frequencydrifts in the cooling laser that necessitated regular
recalibration. To address this, we integrated a custom laser auto-calibration
job into the ARTIQ execution loop, which is triggered automatically every
1–2 h, minimizing human intervention and enabling continuous overnight
operation with minimal supervision. This architecture also allowed opera-
tors to periodically spot-check system performance, pause the execution
queue for delicate manual calibrations, and subsequently resume the
experiment without losing progress. Second, we managed memory over-
flows in legacy hardware that occasionally resulted in invalid data collection.
These anomalies were accurately identified by the job-return criteria, trig-
gering warnings and automatic termination. The decoupled architecture
proved critical in these instances, as it allowed operators to manually ter-
minate and restart the host-end process. Because the workflow state is
preserved strictly via the file system, as detailed in Communication Archi-
tecture and Resilience, the experiment resumed immediately upon restart
without data loss or the need to re-run any previously completed jobs.

Discussion
We have developed a robust, end-to-end workflow designed to support
application-level quantum experimentation in academic environments,
where hardware instability and limited engineering resources pose sig-
nificant challenges. By introducing a dual-end API architecture, our fra-
mework cleanly decouples the high-level circuit generation and classical
control logic from the low-level hardware execution environment. This
design enables scalable, fault-tolerant job submission, recovery, and mon-
itoringwithout requiring cloud infrastructureor extensive software expertise.

To validate the effectiveness of this workflow, we implemented a VQE
experiment on a trapped-ion quantum computer using CAFQA—a clas-
sically bootstrapped initialization technique—as a case study. Despite
repeated hardware interruptions and the execution of over 60,000 quantum
circuits across two molecular systems (LiH and BeH2), the system main-
tained continuous experimental progress with minimal manual interven-
tion. The observed improvements in VQE convergence under CAFQA
initialization reinforce its practical value in near-term applications.

The workflow is designed to support larger systems without mod-
ification, as the primary bottleneck remains hardware execution rather than
software overhead. The host-end API employs a continuous asynchronous
polling mechanism that reads and queues upcoming jobs while the hard-
ware executes the current batch. Consequently, the only visible software

latency is the I/O time required for the very first job file. Once the hardware
pipeline is primed, the system operates continuously. To quantify this for
larger molecular systems, we estimated the resource requirements for a
nitrogen molecule (N2) using 20 qubits in the STO-3G basis. Using QWC
grouping, this system requires measuring ~803 unique Pauli groups
(measurement circuits). A hardware-efficient ansatz with linear geometry
requires 19 native XX gates, compared to 3 for the LiH baseline. While the
classical time to generate a single circuit file increases negligibly, the
quantum execution time of a single circuit increases by a factor of at least 6
due to gate overhead and the increased shot counts required by the more
complex Hamiltonian. Because the hardware execution time grows sig-
nificantly while classical I/O of a single job file remains nearly constant, the
classical control overhead is entirely masked by quantum execution. This
confirms that the workflow’s efficiency is maintained as molecular com-
plexity increases.

This efficiency also extends to platformswith extremely fast gate times,
such as superconducting qubits (gate times ~10–100 ns). While a naive
single-circuit approachmight expose I/O latency (milliseconds) on such fast
hardwarewhencircuit depthand shot counts areminimal, this low-resource
regime primarily corresponds to debugging and rapid prototyping—con-
texts where raw throughput is secondary to iterative development and
debuggability. For scientifically meaningful VQE requiring chemical accu-
racy, shot counts on theorderof 105–106 are typical to achieve sub-mHartree
precision. Given this statistical requirement, even nanosecond-scale gates
result in milliseconds to seconds of execution time per circuit, ensuring the
quantum hardware—not file I/O—remains the bottleneck. Our workflow
accommodates both regimes: the file-based architecture provides trans-
parency and debuggability during development, while job batching enables
high-throughput operation for production workloads. Since job files utilize
a serialized dictionary format (YAML), multiple independent circuits (e.g.,
varying measurement bases) can be bundled into a single file without
architectural modification. This amortizes millisecond-scale I/O latency
over the execution of the entire batch, ensuring that software I/O time is
masked even for fast-gate platforms.

These features not only enabled a scalable and resilient VQE demon-
stration on a resource-constrained academic platform, but have also made
the API a core tool for other gate-based quantum experiments currently
underway on the TIQC. Real-timemonitoring further supported long-term
stability by allowing users to track experiment progress and respond

Fig. 7 | The plot displays the angle (the parameter in ansatz) updates for BeH2.
a Parameters starting with all 0 values represent the VQE with Hartree-Fock initi-
alization. b Parameters starting with different multiples of π/2 represent the VQE

with CAFQA initialization. The dots with the same color at the end of each initi-
alization indicate the parameters averaged over the last 60 points.
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promptly to issues. Since deployment, the same workflow has supported
additional projects, including a second VQE study, a quantum machine
learning experiment, and an investigation of many-body interactions.

Although we have successfully demonstrated the faster convergence of
CAFQA initialization compared to HF initialization within the given
budget, more extensive studies are necessary to thoroughly evaluate the
capability of CAFQA on real quantum devices. First, a wider variety of
molecules should be sampled, especially larger systems. For the size of
problems that we are able to demonstrate in this work, there is less
opportunity to be gained from novel initialization. If our results from
simulations translate to real devices, we expect more significant CAFQA
benefits from larger molecular systems. It should also be noted that benefits
of initialization become less significant if devices are too noisy; as quality of
academic devices improves, we expect to see more favorable convergence
trends. For each molecule, there are also many degrees of freedom in bond
length and the basis set. These configurations will sample different types of
Hamiltonians.Moreover,within these configurations, there typically exists a
large number of degenerate CAFQA initializations. However, this degen-
eracy might break during subsequent VQE continuous-variable evolution.
Predicting which CAFQA initialization will result in better convergence
remains an open topic for future research. To understand how degenerate
CAFQA initializations break degeneracy, it is necessary to repeat many
complete VQE optimizations for each degenerate CAFQA initialization.
This is due to the stochastic nature of SPSA and the noise in quantum
devices, which requires comparing the spread of the VQE convergence
curves. However, the systematic tests proposed above are extremely time-
consuming and beyond the capability and schedule availability of the cur-
rent setup. The primary goal of this article, is to show that the workflow
proposed is able to provide an end-to-end workflow for quantum devices,
which is clearly evident in the VQA demonstration itself. Fast-gate design,
such as superconducting gates or fast trapped-ion gates developed at IonQ52,
could enable running these large numbers of VQE instances efficiently,
allowing large statistical testing of CAFQA initializations in the future.

Overall, this work provides a general-purpose infrastructure for
executing quantum workloads in academic settings and offers a path for-
ward for more complex algorithmic demonstrations. The flexibility of the
API architecture makes it readily adaptable to other platforms and tool-
chains, serving as a foundation for future explorations in quantum algo-
rithm prototyping and workflow automation.

Methods
Classically-bootstrapped VQA
This subsection outlines the experimental setup and details the classical-
quantum hybrid procedure used in the demonstration.

The VQA aims to minimize a cost function of the form

f i ¼ hψ0jUyð~θiÞHUð~θiÞjψ0i; ð2Þ

where Uð~θiÞ is a parametrized quantum circuit (ansatz) with parameter
vector~θi at iteration i, and jψ0i is the fixed initial state, typically the all-zero
state. TheHamiltonianH encodes the problem, suchasmolecular electronic

structure, and is expressed as a weighted sum of Pauli strings. According to
the variational principle5, the minimum of this cost function provides an
estimate of the ground state energy of the system.

In our experiments, the ansatz Uð~θÞ is based on a hardware-efficient
circuit, shown in Fig. 8. For example, setting all parameters to zero,~θ ¼ 0,
recovers the Hartree-Fock initialization.

Although general continuous-variable quantumcircuits are intractable
to simulate classically, a particular discrete subset—Clifford circuits—can be
efficiently simulated53. The above example ansatz circuit becomes a Clifford
circuit when its parameters satisfy ~θi½j�mod 2π 2 f0; π=2; π; 3π=2g.
CAFQA (Clifford Ansatz Filtering for Quantum Advantage) is a classical
preprocessing method that searches this discrete Clifford subspace to
identify a low-energy initialization48,54. Searching this subset classically yields
an initialization with significantly lower energy than Hartree-Fock, which
effectively shortcuts the optimization trajectory on the quantum device and
helps bypass initial barren plateaus. The best-performing configuration is
then used as the starting point for subsequent continuous-variable VQA
optimization on the quantum hardware.

Trapped-ion quantum computer
Trapped-ion quantum computers are widely recognized among qubit
platforms such as superconducting, silicon photonic, and neutral atoms.
Several demonstrations of VQE have been successfully performed on
trapped-ion quantum computers55–59. One of the primary advantages of
trapped-ion systems is their all-to-all connectivity, which allows any pair of
ionswithin the system to performnative two-qubit gates without additional
overhead. Many ansatz circuit compilation and optimization techniques
achieve optimal results assuming this all-to-all connectivity23,24,58,60.

In our study, we conducted VQE optimization on a trapped-ion
quantum computer hosted by a university lab. We leveraged the all-to-all
connectivity during gate transpilation and implemented a hardware-
efficient ansatz using minimal resources.

Fig. 9 | Each orange circle represents a trapped ion.
Ions with indices are used for qubits. a The plot
depicts a 7-ion chain, with the middle five ions
identified as individually addressed working ions.
b The plot illustrates all-to-all connectivity where
each line represents an available two-qubit gate
e�iθXjXk=2 between vertices indexed j and k.

Fig. 8 | The circuit becomes Clifford and can be explored via CAFQA if variables
are selected from a discrete set, θ½i� ðmod 2πÞ ¼ f0; π=2; π; 3π=2g.TheX gates are
added explicitly to indicate that the circuit is reduced to generate a Hartree-Fock
initial state with the first two orbitals occupied by electrons when θ[i] = 0 for all i. The
parameter space becomes a classical intractable VQA space when variables are
allowed to be arbitrary real numbers.
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The qubits in our trapped-ion setup are defined using the hyperfine
levels of the ground state 2S1/2 of

171Yb+, specifically j0i � jF ¼ 0;mF ¼ 0i
and j1i � jF ¼ 1;mF ¼ 0i, which are separated by a frequency of 12.6
GHz. Qubit state measurement is achieved via state-dependent fluores-
cence, realized by the dipole-allowed 2S1/2→

2P1/2 cycling transition
61. This

method allows reliable state readout bymeasuring the emitted fluorescence
when the ion is excited. Our state preparation and measurement (SPAM)
error is 0.27(4)%.

The trapped-ionquantumcomputer in thiswork canaccommodateup
to 32 addressable ions on a single chip, each representing ahyperfinequbit62.
The capacity is limited by the number of Acousto-OpticModulator (AOM)
channels in the control system. For our experiments, we use a configuration
of seven ions arranged in a linear chain with individual laser beam
addressing. In this setup, the five central ions are evenly spaced and serve as
physical qubits. See Fig. 9a for the ion alignment.

Single-qubit gates are implemented using the composite SK1 pulse
sequence63, achieving a gate fidelity of 99.7(2)% when applied to the
central five qubits within the chain. Two-qubit gates are realized using
the Mølmer-Sørensen (MS) protocol64, which entangles the internal
states of ions with the collective vibrational modes of the ion chain. This
is achieved through precise addressing of the relevant motional modes,
leading to an effective native gate described by XXðθÞ ¼
exp½�iθXjXk=2� for ion pair j and k, where X is the Pauli X operator.
Unlike the CNOT gate, the XX gate features a variable angle, making it
particularly useful in certain VQE ansatz, such as the small-angle XX
gate application demonstrated for a water molecule58. The all-to-all
connectivity between any ion pair is realized by the shared phonon
mode, as illustrated in Fig. 9b. To ensure robustness against frequency
or amplitude noise of the driven pulses, amplitude modulation is per-
formed via pulse shaping, detailed in refs. 65,66. Overall, the fidelity of
the two-qubit gates varies between 99.3(1)% and 98.9(2)%.

VQE implementation
Wechose to demonstrate CAFQAwith LiH andBeH2. The specifications of
the molecules and the VQE settings are listed in Table 1. To implement the
VQE ansatz shown in Fig. 8 on the trapped-ion quantum computer, we
convert the CNOTs into nativeXX gates using the conversion rule in Fig. 10
and merged single-qubit rotations where applicable.

For VQE’s classical optimizer, we employ the Simultaneous Pertur-
bation StochasticApproximation (SPSA)method,which is a gradient-based
optimization technique widely used in VQE studies67–69. The SPSAmethod
computes gradients by evaluating two energies at two perturbed parameter
configurations, Eð~θþÞ and Eð~θ�Þ, where ~θþ and ~θ

�
are arrays of VQE

parameters perturbed in the positive and negative directions, respectively.
For detailed calculations and methodology, refer to67.

Data availability
The datasets generated and/or analyzed during the current study are not
publicly available due to the proprietary nature of the hardware control logs,
but are available from the corresponding author on reasonable request.

Code availability
The core functionality is documented with example code in the project
repository via this link https://github.com/Kee-Wang/TIQCWorkflow. The
workflow is tested with ARTIQ-5 and Qiskit Terra 0.16.1 on the hardware
control system. The full implementation, which is customized for our
hardware, is available on reasonable request.
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